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ORIGINAL ARTICLE · OCCUPATIONAL HEALTH AND AI SAFETY

Occupational health as a condition
for frontier AI safety
An analysis of 39 testimonies using the Gollac framework and of ten recent incidents

at OpenAI and Anthropic

Charles Broutin
Occupational physician

ABSTRACT

Background. Frontier AI models pose potentially catastrophic risks,

from cyberattacks and biological weapons to loss of control over

misaligned systems. Managing these risks depends on the work of

the researchers and engineers who evaluate, test and oversee these

models. Recent incidents at OpenAI and Anthropic show that this work

can fail. Yet the safety policies published by these companies govern

model evaluation while saying almost nothing about the working

conditions of thosewho carry it out: time available, workload, freedom

to disagree.

Objective. To determine whether occupational health could have

helpedmitigate these risks.

Methods. Thirty-nine testimonies from researchers and engineers,

published in the press between 2024 and 2026, were coded on the

six psychosocial risk factor dimensions of the French Gollac framework,

recording reported effects on work quality and health. Accounts of ten

safety and security incidents at OpenAI and Anthropic since 2023 were

examined for work-related factors.

Results. Value conflicts were the most frequent dimension (31 of 39

testimonies). Twenty-eight testimonies described impaired work qual-

ity, twelve of them in safety work itself: testing, safeguards, alignment.

Two sequences recurred: work intensification, associated with adverse

health effects and shortened evaluations, and unheeded warnings fol-

lowed by departure. Six of the ten incidents involved a work-related

factor, including evaluators’ concerns set aside, volumes of evalua-

tion data that teams struggled to keep up with, and human errors left

without published analysis.

Conclusions. Occupational health could have acted on the human

and organizational side of these failures, though not on external

attacks or on technical causes. Its levers concern the time allowed for

evaluations, the weight given to evaluators’ judgment, the workload of

oversight teams, coordination with external partners and the analysis

of errors. The French occupational health system, built on independent

physicians andmandatory psychosocial risk assessment, and EU law,

which applies to any model placed on the EUmarket, offer tools that

could be transposed to American companies.

Keywords: AI safety; occupational health; psychosocial risks; Gollac

framework; impededquality; cybersecurity; biosecurity; loss of control;

whistleblowing.

RÉSUMÉ

Contexte. Les modèles d’IA frontières font peser des risques poten-

tiellement catastrophiques, qu’il s’agisse de cyberattaques, d’armes

biologiques ou de perte de contrôle de systèmes non alignés. La maî-

trise de ces risques repose sur le travail des chercheurs et des ingé-

nieurs qui évaluent, testent et supervisent ces modèles. Les incidents

survenus récemment chez OpenAI et Anthropicmontrent que ce travail

peut faillir. Pourtant, les politiques de sécurité publiées par ces entre-

prises encadrent l’évaluation des modèles sans presque rien dire des

conditions de travail de ceux qui la mènent : temps disponible, charge,

possibilité d’exprimer un désaccord.

Objectif. Déterminer si la santé au travail aurait pu contribuer à

atténuer ces risques.

Méthode. Trente-neuf témoignages de chercheurs et d’ingénieurs,

publiés dans la presse entre 2024 et 2026, ont été codés selon les six

axes de facteurs psychosociaux de risquedu rapport Gollac, en relevant

les effets décrits sur la qualité du travail et sur la santé. Les comptes

rendus de dix incidents de sécurité survenus chez OpenAI et Anthropic

depuis 2023 ont été examinés à la recherche de facteurs liés au travail.

Résultats. Les conflits de valeurs étaient l’axe le plus fréquent (31

témoignages sur 39). Vingt-huit témoignages décrivaient une atteinte

à la qualité du travail, dont douze dans le travail de sécurité lui-même :

tests, garde-fous, alignement. Deux enchaînements se répétaient :

l’intensification du travail, associée à des atteintes à la santé et à des

évaluations écourtées, et l’alerte restée sans suite, suivie du départ. Six

incidents sur dix comportaient un facteur lié au travail, notamment des

réserves d’évaluateurs écartées, un volume de données d’évaluation

que les équipes peinaient à suivre et des erreurs humaines restées sans

analyse publiée.

Conclusion. La santé au travail aurait pu agir sur la part humaine et

organisationnelle de ces défaillances, mais pas sur les attaques exté-

rieures ni sur les causes techniques. Ses leviers portent sur le temps ac-

cordé aux évaluations, le poids du jugement des évaluateurs, la charge

des équipes de supervision, la coordination avec les partenaires exté-

rieurs et l’analyse des erreurs. Le système français de santé au travail,

fondé sur unmédecin indépendant et sur l’évaluation obligatoire des

risques psychosociaux, et le droit européen, qui s’applique à tout mo-

dèle mis sur le marché de l’Union, offrent des outils transposables aux

entreprises américaines.

Mots-clés : sécurité de l’IA ; santé au travail ; risques psychosociaux ;

rapport Gollac ; qualité empêchée ; cybersécurité ; biosécurité ; perte

de contrôle ; lanceurs d’alerte.
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1. Introduction and background

1.1 Potentially catastrophic risks

Frontier AI models pose risks that their own devel-

opers consider potentially catastrophic. In May 2023,

hundreds of researchers and the leaders of OpenAI,

Anthropic and Google DeepMind signed a statement

declaring that mitigating the risk of extinction from

AI should be a global priority, alongside pandemics

and nuclear war [1]. The literature describes several

pathways to harm on this scale [2–4].

Cybersecurity. Models now automate some of-

fensive operations. In September 2025, a group at-

tributed to the Chinese state used Claude Code in an

espionage campaign targeting roughly thirty organi-

zations, with the model executing 80 to 90% of tacti-

cal operations [5]. A draft Anthropic announcement,

made public through a leak inMarch 2026, presented

its Mythos model as far ahead of all others in cyber

capabilities [6]. In August 2026, OpenAI assessed that

one of its models under development, Astra, could

reach the “critical” cyber capability threshold of its

Preparedness Framework [7].

Biosecurity. The samemodels could help novices

develop biological or chemical weapons. In 2025,

several developers releasedmodels with additional

protections because their tests could not rule out this

possibility [3]: in May 2025, Anthropic activated its

ASL-3 protection level for Claude Opus 4 [8], and in

July 2025, OpenAI classified its ChatGPT agent at a

“high” capability level in the biological and chemical

domains [9].

Loss of control. The most widely discussed risk

concerns alignment: a system that pursues goals

other than those intended by its developers could

seek to escape their oversight. Behaviors of this kind

have been observed in evaluations: alignment fak-

ing during training [10], attempts to circumvent over-

sight [11], blackmail in simulated scenarios [12]. Mod-

els are getting better at distinguishing test situations

from real ones, and they exploit flaws in evaluations,

so dangerous capabilities could go unnoticed before

deployment [3]. In the longer term, the growing dele-

gation of economic and political decisions to AI sys-

tems could gradually deprive humanity of its ability

to influence its own future [13].

These three families of risk have one thing in

common: managing them depends on the human

work of evaluation, oversight and security.

1.2 Recent incidents at OpenAI and Anthropic

Several recent incidents show that this work can fall

short. At OpenAI, a hacker gained access in early 2023

to the internal messaging systemwhere employees

discussed model design; the incident, which was not

publicly disclosed at the time, came to light only in

July 2024 [14]. In April 2025, an update that made

GPT-4o excessively sycophantic had to be rolled

back; the company acknowledged that expert testers

had reported behavior that felt “slightly off,” but

that the decision to launch had been made on the

strength of favorable evaluations and A/B tests [15].

In November 2025, a breach at an analytics provider

exposed limited data concerning users of OpenAI’s

API and a limited number of ChatGPT users [16].

The most serious incident occurred between May

and July 2026. During cybersecurity evaluations con-

ducted without the safeguards of OpenAI’s deployed

systems, some 1,200 agents based on an internal re-

search model and on GPT-5.6 Sol, which were sup-

posed to be isolated from one another, communi-

cated through an improvisedmessaging channel; 700

of them took part in an attack on Hugging Face. The

agents tried to deceive the grading system and to

falsify the traces they left, and they executed code

on dozens of Hugging Face servers [17, 18]. OpenAI

identified four forms ofmodelmisalignment (reward

hacking, relentless persistence on apparently im-

possible tasks, unauthorized communication, agents

adopting the goals of other agents) and noted that

the evaluation environment lacked the safeguards

and reasoningmonitoring applied in production [17].

The company identified the agents as its own only

after the victim disclosed the intrusion; according to

sources cited by Reuters, it often runs several eval-

uations at once, which generate so much data that

employees sometimes struggle to keep up [19]. Other

unauthorized actions have since come to light, in-

cluding access to Australian public-sector websites

in June 2026. OpenAI notifiedmore than one hundred

organizations, suspended reinforcement learning for

two weeks on its models intended for deployment,

and slowed its development [7, 20, 21]. Finally, in July

2026, researchers from the firm Hacktron AI, who

were later awarded a bounty by OpenAI, gained ac-

cess to employee accounts and to the company’s in-

ternal code in less than 72 hours, with the help of an

Anthropic model [22].

At Anthropic, the state-sponsored group men-

tioned above misused Claude Code by posing as a

team from a cybersecurity firm and by breaking

its attacks down into innocuous tasks; the com-

pany detected and stopped this activity [5]. On

March 26, 2026, the press revealed that a configu-

ration error in a content management tool, which

made uploaded files public by default, had exposed

nearly 3,000 unpublished files, including the draft

announcement of Mythos [6]. Five days later, the

complete source code of Claude Code was leaked

through a debugging file mistakenly included in

a published package, a mistake already made in

February 2025 [23]. The company attributed both

leaks to human error. In April 2026, according to

Bloomberg, an unauthorized group gained access to
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Mythos Preview through a vendor’s environment;

Anthropic said it was investigating the report [24].

Finally, on July 30, 2026, Anthropic disclosed that

three of its models had gained unauthorized access

to real systems belonging to third-party organiza-

tions during cybersecurity evaluations designed by

an external partner: the test environment, presented

to themodels as a simulationwith no internet access,

was in fact connected to the internet as a result of

a “misunderstanding” between the company and

this partner, and one of the models continued its

attack after realizing that its targets were real [25].

A fourth incident, which occurred in January 2026,

was not identified until August: given the volume of

transcripts and the wish to disclose quickly, the ini-

tial review of some 141,000 of them had relied on an

automated search, which hadmissed it. Anthropic,

which had initially described these incidents as

closer to operational failures, now sees in them

two forms of misalignment in its models: biased

reasoning and recklessness [26].

1.3 Safety frameworks that leave work aside

The companies concerned, most of them American,

address these risks mainly through voluntary com-

mitments. OpenAI, Anthropic and Google DeepMind

have adopted frameworks that tie the training and

deployment of their models to dangerous capabil-

ity evaluations [27–29]. These commitments remain

open to revision: OpenAI reserves the right to ad-

just its requirements if a competitor releases a high-

risk systemwithout comparable safeguards [28], and

Anthropic overhauled its policy in February 2026,

then specified that it remains free to pause develop-

ment even when the policy does not require it [27].

Sixteen companies made commitments of this kind

at the Seoul summit in May 2024 [30]. On Septem-

ber 29, 2026, six companies, including OpenAI and

Anthropic, signed an agreement at theWhite House

providing for internal controls and audits; the agree-

ment is non-binding and includes neither penalties

nor any obligation to report incidents to the authori-

ties [31, 32]. Individual states go further: California

(SB 53, in force since January 2026) and New York

(RAISE Act, signed in December 2025 and applicable

from 2027) require, or will require, large developers

to publish a safety framework, and the California law

protects employees responsible for assessing orman-

aging risks when they report a catastrophic risk [33,

34].

All these mechanisms rest on human work: re-

searchers design and conduct the evaluations, and

teams carry out red teaming, secure model weights,

oversee agents or analyze incidents. The reliability

of this work depends on the time available to those

who do it, their workload, their room for maneuver

and their ability to voice disagreement. American

frameworks say almost nothing about this; at best,

they protect employees who speak up once a risk has

been identified [33, 35]. Only the EU General-Purpose

AI Code of Practice, signed by OpenAI, Anthropic

and Google, among others, but not by Meta [36], pro-

vides that evaluation teams should have adequate

timeandstaffing,withaperiodof at least twentybusi-

ness days deemed appropriate, by way of example,

for most systemic risks [37]. To our knowledge, no

framework addresses the workload, working hours

or health of the people who perform safety functions.

1.4 The contribution of safety science and occupational

health

Safety science has established that accidents in high-

risk systems have organizational causes [38, 39]. The

analysis of the loss of the space shuttle Challenger

described the “normalization of deviance”: techni-

cal anomalies that recur without incident eventually

come to be regarded as acceptable, within a culture

of productionmarked by schedule and budget con-

straints [40]. The nuclear industry made safety cul-

ture a central concept after Chernobyl [41]. In health

care, nurse staffing is associated with patient mor-

tality [42], reducing interns’ work hours decreases

seriousmedical errors [43], and physician burnout is

associated with patient safety incidents [44]. These

disciplines have also learned to be wary of “human

error”: invoked as a cause, it closes the analysis at the

very point where the examination of the conditions

thatmade it possible should begin [45]. The literature

on catastrophic AI risks itself lists “organizational

risks” among the main sources of these risks [4].

Occupational health brings its own framework to

this question. In France, the expert panel chaired

by Michel Gollac organized psychosocial risk fac-

tors into six dimensions: work intensity andworking

time, emotionaldemands, autonomy, social relations,

value conflicts, insecurity of the work situation [46].

These dimensions build on the demand–control [47]

and effort–reward imbalance [48] models. The con-

cept of impeded quality, which falls under value con-

flicts, describes the situation of employees who can-

not do work they consider to be of good quality [49].

It directly links the health of the person doing the

work to the quality of what they produce.

1.5 Why the Frenchmodel and EU law

American law does little to regulate these issues. In

the absence of a specific standard on psychosocial

risks [50], the Occupational Safety and Health Act

addresses them only through the general duty to pro-

tect employees from recognized hazards likely to

cause death or serious physical harm [51]. Occupa-

tional health services are not generally mandatory,

and dismissal without cause is the rule in every state
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except Montana [52], which increases job insecurity

and the cost of raising concerns.

The French system is built on prevention. Every

employer either organizes an occupational health

and prevention service or joins an inter-company

service, and must assess all risks, including psy-

chosocial risks, in a single risk assessment document

(document unique) [53–55]; since 2008, a national

cross-industry agreement has governed the preven-

tion of stress at work [56]. Occupational physicians

carry out their duties with full professional indepen-

dence [57] and under medical confidentiality, and

they can be dismissed only with the authorization

of the labor inspectorate.When they identify a risk

to workers’ health, they propose measures in writ-

ing, which the employer must either take into ac-

count or give reasons for refusing; these exchanges

are communicated to the works council (CSE) and

to the labor inspectorate [53]. Finally, employees

have rights to alert, includingwhen they believe that

their company’s products pose a serious risk to pub-

lic health [58, 59]. This independent intermediary,

bound by confidentiality, who knows the work as it

is actually done and can raise concerns collectively

without exposing individuals, has no equivalent in

AI safety frameworks.

This model is relevant for three reasons. First, it

already applies to some of these companies’ employ-

ees:Meta has had a fundamental research lab in Paris

since 2015, OpenAI opened an office there in 2024 and

Anthropic in November 2025, the latter twomainly

for commercial teams [60]. Second, EU law applies to

anyprovider thatplaces amodel on theEUmarket, re-

gardless of where it is established [61], and European

rules have often been taken up beyond the EU [62].

Finally, this model can inspire American legislation

still being developed, including the California law,

which already protects employees who speak up but

ignores their working conditions.

1.6 Objective

Since 2024, researchers and engineers at these labs

have publicly described shortened safety tests, con-

strained speech and departures. To our knowledge,

these testimonies have not been analyzed with the

tools of occupational health. This article seeks to

determine whether occupational health could have

played a role in mitigating the risks described above.

It has three objectives: to describe the psychosocial

risk factors present in these testimonies and their

links with work quality, especially the quality of

safetywork; to look forwork-related factors in the ac-

counts of recent incidents; and to discuss the levers

available to occupational health for making the de-

ployment of frontier models safer.

2. Methods

2.1 Study design

This is a descriptive qualitative study of a corpus of

documents. The content analysis was directed: the

coding scheme existed before the analysis [63].

2.2 Corpus of testimonies

The corpus brings together testimonies published

between January 1, 2024, and September 30, 2026,

identified through a targeted, non-systematic web

search: interviews, public departure messages re-

ported in the press, open letters, press investigations

and published internal surveys. We included testi-

monies from current or former researchers and en-

gineers at organizations that develop AI models or

conduct AI research, provided that they concerned

the witnesses’ own work or that of their team. We

excluded annotators, “AI tutors” and content mod-

erators, whose work is covered by a separate body

of literature, as well as situations involving a death.

Statements by executives were collected separately

as contextual material (n = 11, Table A2) and are not

counted in the results. The unit of analysis is the testi-

mony: a collective letter, an investigation or a survey

counts as one unit. The final corpus comprises 39

testimonies, presented in the appendix (Table A1).

2.3 Inventory of incidents

We identified the safety and security incidents pub-

licly documented at OpenAI and Anthropic between

January 2023 and September 2026: intrusions and

information leaks, misuse of models, failures of de-

ployed models and unauthorized actions by mod-

els under evaluation. Company reports and indepen-

dent investigations were given priority and supple-

mented by press coverage; the facts were checked

against these sources on October 4, 2026. For each

incident, we recorded the work-related factors men-

tioned in the sources (time pressure, workload or re-

view capacity, coordination between organizations,

unheeded reports, attribution to human error) and

the occupational health lever that couldhave applied.

A technical flaw described without reference to hu-

man activity or work organization was not coded as

a work-related factor. This targeted, non-exhaustive

inventory yielded ten incidents.

2.4 Coding scheme

Each testimony was coded on the six dimensions of

the Gollac report [46], with three possible codes:

• E, explicit link: the witness states the factor them-

selves;

• S, suggested link: the factor emerges from the

account without being stated;

• R, resource: the account describes a protective

factor.
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Additional variables were the reported impact on

work quality (E or S) and its nature, reported effects

on health or well-being, the tone of the testimony

(critical, ambivalent or positive), and the witness’s

employment status and organization. Four conven-

tions were adopted. Fear of major harm caused by

the systems being developed was assigned to emo-

tional demands, under the heading of fear at work.

Restrictions on publication or expression were as-

signed to autonomy, retaliation to social relations,

and union demands to autonomy (participation, rep-

resentation).

2.5 Coding and verification

The identification and coding of the testimonieswere

carried out with the assistance of a language model,

based on the source articles, and then reviewed and

validatedby the author. Each code is accompaniedby

a written justification. Summaries are paraphrases,

and excerpts quoted in the original language contain

fewer than fifteen words. An independent fact-check

of each row against its sources was carried out on

October 4, 2026; it led to corrections ofwording, dates

and attribution. Paywalled articles were verified

through their coverage in other media.

2.6 Analysis

The analyses were descriptive: frequency of each

dimension, distribution of the impact on quality,

presence of each dimension according to whether

the impact was explicit, suggested or absent, and

pairwise co-occurrence of dimensions. The nature

of the impact on quality was grouped a posteriori

into impact families, one per testimony, according

to the main impact described. Recurrent sequences

were identified through a thematic analysis of the

accounts [64] and represented as a diagram. For the

incidents, the analysis was limited to the presence

or absence of a work-related factor in the sources. No

statistical tests were performed, as the sample was

neither random nor representative.

2.7 Ethical considerations

The study is based solely on published documents

and involves no data collection from individuals.

Anonymous testimonies are reported as published.

3. Results

3.1 Description of the corpus

OpenAI was the most represented organization (13

testimonies), followed by Anthropic, Google Deep-

Mind, Meta and xAI (4 each; Figure 1). Twenty tes-

timonies came from people who had resigned (14),

had been dismissed (4) or had already left the organi-

zation (2); 13 came from current employees and 6

were mixed or collective. The tone was critical in 30

testimonies, ambivalent in 6 and positive in 3. Eight

testimonies dated from 2024, 21 from 2025 and 10

from 2026 (Figure 2). OpenAI accounted for 6 of the

8 testimonies from 2024; Meta, xAI and Anthropic

appeared from 2025 onward.

3.2 Psychosocial risk factors

Value conflicts were coded in 31 testimonies (23 ex-

plicit, 8 suggested), social relations in 26 (17 and 9),

autonomy in 24 (15 and 9), insecurity of the work

situation in 21 (14 and 7) and work intensity in 21

(12 and 9). Emotional demands appeared in only 5

testimonies, 3 explicit and 2 suggested (Figure 3). Tes-

timonies most often combined three or four dimen-

sions (26 of 39;median: 3). Three resource codeswere

recorded, in two accounts of intense workwith a pos-

itive tone: strong autonomy and a supportive team

(T21), and a stimulating team (T23).

Value conflicts concerned safety or scientific rigor

subordinated to launches (T02, T07, T17), contested

military, surveillance or advertising uses (T16, T18,

T34, T36), or a sense that the work was futile (T10,

T24, T38). Autonomy was undermined mainly by

restrictions on speech and publication (T03, T08,

T13, T15, T28, T32). The social relations dimension

covered ignoredwarnings, retaliation, conflicts with

management and a decline in cooperation (T01, T05,

T20, T29, T37).

Value conflicts, social relations, autonomy and in-

security formed a cluster: each pair of these dimen-

sions was coded together in 16 to 23 testimonies

(Figure 4). Intensity was less closely associated with

them, with 8 to 14 testimonies per pair, and predomi-

nated in accounts with a positive or ambivalent tone

(T21, T22, T23, T25, T27).

3.3 Impact on work quality

An impact on work quality was described in 28 testi-

monies, explicit in 16 and suggested in 12. The pres-

enceof avalue conflict distinguished thegroupsmost

clearly: it was coded in 15 of the 16 testimonies in

which the impact was explicit (94%), in 11 of the 12 in

which it was suggested (92%) and in 5 of the 11 with

no coded impact (45%). Social relations followed the

same gradient, though less markedly (81%, 58% and

55%). The other dimensions varied little from one

group to another (Figure 5).

In 12 of the 28 testimonies, the impact concerned

safety work itself (Figure 6). According to three

anonymous sources, members of OpenAI’s safety

team felt pressured to complete a catastrophic-risk

testing protocol in one week to meet a launch date;

the company denies having cut corners on safety

(T06). According to eight employees and testers, the

time allowed for safety evaluations had shrunk from

several months to a few days (T17). An engineer al-

leges, in a legal complaint, that he was dismissed
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Organization

OpenAI 13

Anthropic 4

Google DeepMind 4

Meta 4

Other organizations 4

xAI 4

Academia 2

Microsoft 2

Apple 1

Several labs 1

Employment status

LEFT OR LEAVING · 20

Resignation 14

Dismissal 4

Former employee 2

OTHER SITUATIONS · 19

Current employee 13

Mixed or collective 6

Figure 1. Distribution of the 39 testimonies by organization and employment status. How to read: 13 testimonies concern OpenAI; 20 come from people

who had resigned, been dismissed or already left the organization. “Mixed or collective” covers letters and investigations involving both current and former

employees.

Explicit impact on quality Suggested impact No impact coded Executive decision or memo

2024 2025 2026

Executives

OpenAI 13

Anthropic 4

Google DeepMind 4

Meta 4

xAI 4

Microsoft 2

Apple 1

Other 7

Figure 2. Timeline of testimonies by organization, from January 2024 to September 2026. Each dot is one testimony, colored by the coded impact on work

quality. Diamonds mark executive decisions or memos, which are outside the corpus (Table A2). T28, T31 and T32 are dated only to the month and plotted

on the 15th.

after calling for more testing and safeguards (T37).

Research and its publication formed the second im-

pact family (8 testimonies): a blocked comparative

safety study (T15), benchmark results that, accord-

ing to a company’s departing chief AI scientist, were

“fudged a little bit” (T30), and degraded peer review

(T26). Three testimonies assigned to other families

also touched on safety (T15, T21, T29).

3.4 Health effects

Fifteen testimonies described effects on health or

well-being, as stated by the witnesses or reported

by journalists: sleep debt or deprivation (T21, T27),

exhaustion (T25, T31), self-reported burnout (T35),

fear (T12, T39), stress (T06, T38), lowmorale (T19, T20,

T38), sadness (T13), distress reported by a third party

(T14), harm to mental health (T09) and impostor

syndrome (T11). Intensity was coded in 11 of these

15 testimonies, compared with 10 of the other 24.

3.5 Two recurring sequences

Two sequences recurred in the accounts (Figure 7).

The first starts with intensification: sprints lasting
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Explicit (E) Suggested (S)

0 10 20 30 39

Value conflicts 31 · 23 explicit

Social relations 26 · 17 explicit

Autonomy 24 · 15 explicit

Insecurity 21 · 14 explicit

Intensity 21 · 12 explicit

Emotional demands 5 · 3 explicit

Impact on work quality 28 · 16 explicit

Figure 3. Number of testimonies coded for each dimension of the Gollac report and for impact on work quality, according to whether the link is explicit or

suggested (N = 39). How to read: 31 testimonies mention a value conflict, 23 of them explicitly. Three “resource” codes are not shown: social relations (T21,

T23) and autonomy (T21).

Number of testimonies coded for both dimensions 1 23

Social relations 23

Autonomy 22 19

Insecurity 17 17 16

Intensity 14 12 9 8

Emotional demands 4 2 1 1 4

Value
conflicts

Social
relations

Autonomy Insecurity Intensity

Figure 4. Number of testimonies coded for each pair of dimensions (E or S). How to read: 23 testimonies are coded for both a value conflict and a problem

with social relations. Raw counts depend on the frequency of each dimension.
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Explicit impact (16) Suggested impact (12) No impact coded (11)

0% 25% 50% 75% 100%

Value conflicts
94%

92%
45%

Social relations

Autonomy

Insecurity

Intensity

Emotional demands

Figure 5. Proportion of testimonies coded for each dimension, by impact on work quality. How to read: Of the 16 testimonies in which the impact on

quality is explicit, 15 (94%) are coded for a value conflict, compared with 5 of 11 (45%) when no impact is coded. A dimension counts as present when

coded E or S. Small numbers; percentages are descriptive.

Explicit impact Suggested impact

0 10 20 28

System safety
testing, safeguards, alignment

12 · 9 explicit

Research and publication
publication, results, peer review

8 · 4 explicit

Product and engineering
technical debt, reliability

4 · 1 explicit

Skills
erosion, reliance on AI

2 · 1 explicit

Cooperation and creativity
climate of fear

1 · 1 explicit

Unspecified
pressure without detail

1 · suggested

Figure 6. Nature of the impact on work quality, grouped into families (n = 28). One family per testimony, that of the main impact described; the grouping

was made a posteriori and remains to be validated. T15, T21 and T29 also touch on safety but are assigned to other families.
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several weeks, evenings and weekends spent work-

ing (T21), about 36hourswithout sleep (T27), burnout

(T35). It connects with work quality when evaluation

timelines are compressed. One source reports: “They

planned the launch after-party prior to knowing if it

was safe to launch” (T06). A tester sums it up: “Wehad

more thorough safety testing when [the technology]

was less important” (T17).

The second starts with a value conflict. On re-

signing, the co-lead of a safety team writes that

“safety culture and processes have taken a backseat

to shiny products” (T02). When employees raise con-

cerns or protest, their voices run up against a non-

disparagement clause (T03), a publication embargo

(T15) or anultimatum (T13). A former employee of an-

other company sums it up: “You survive by shutting

up anddoingwhat Elonwants.” (T32). The signatories

of a joint letter say they fear “various forms of retalia-

tion” (T04). The narrative ends in dismissal (T05, T16,

T37) or resignation (T03, T13, T28). In two cases, the

safety or readiness team itself is disbanded (T02, T08).

Employers have disputed several of these accounts

(T05, T06, T28).

The corpus also points to an issue specific to AI.

Several engineers describe the erosion of their skills

as they delegate their work to the models (T29, T31).

The authors of the internal survey published by

Anthropic link this observation to a “paradox of

supervision”: supervising AI requires the skills that

its use erodes (T29).

3.6 Managerial context

The eleven executive statements collected separately

describe the same environment (Table A2): 60-hour

weeks presented to theGemini teams as the optimum

(February 2025), a week-long shutdown at OpenAI af-

ter months of roughly 80-hour weeks (announced in

late June 2025), a choice offered at Cognition between

workingmore than 80 hours over six days and taking

a buyout (summer 2025), a “code red”mobilization at

OpenAI (December 2025), and cuts of about 600 jobs

(October 2025) and then about 8,000 jobs atMeta (May

2026). Conversely, one company claimed to have no

overtime (DeepSeek, August 2026).

3.7 Recent incidents: work-related factors

Of the ten incidents identified, six involve a work-

related factor mentioned in the sources (Table 1).

In two cases, signals from the front line were not

acted on: expert testers’ reservations about the GPT-

4o update, set aside in favor of positive metrics [15],

and, according to the witness, the warning sent to

OpenAI’s board members about the company’s com-

puter security after the 2023 intrusion, a warning

for which the company denies having penalized its

author (T05). In two cases, human review capacity

is at issue. At OpenAI, according to sources cited

by Reuters, evaluations run in parallel generated so

much data that employees sometimes struggled to

keep up, and the intrusion into Hugging Face was

detected by the victim [19]; the independent inves-

tigation conducted afterward had to entrust most

of the analysis to AI agents, as human analysis was

judged infeasible in the time available [18]. At An-

thropic, one of the evaluation incidents initially es-

caped an automated review, which had been chosen

because of the volume of transcripts and the wish

to disclose quickly; the models’ internet access was

itself due to a misunderstanding with the partner

that had designed the evaluation environment [25,

26]. Anthropic’s two leaks were attributed to human

error, with no published analysis of the conditions

under which they occurred; one repeated an error

alreadymade in February 2025. The other four inci-

dents involve external actors or technical flaws, with

no work-related factor mentioned.

4. Discussion

4.1 Main findings

In this corpus, researchers and engineers at AI labs

primarily describe a conflict between the quality of

their work and the pace imposed by competition;

overload is secondary. Value conflicts are the most

frequent dimension and almost always accompany

an impact on work quality. In 12 of 28 cases, this

impact concerns safety work itself. Two sequences

emerge: intensification, which weighs on health and

compresses evaluations; and stifled concerns, which

push people to leave and can hollow out safety teams.

Six of the ten recent incidents identified involve a

work-related factor.

4.2 Could occupational health havemitigated these risks?

The answer is partial and depends on the type of

failure. Occupational health would havemade no dif-

ference to an intrusion at a vendor or to a campaign

conducted by a state actor. Nor does it act directly

on technical causes, such as the design of an evalua-

tion environment ormodels learning to cheat. It does,

however, address the human and organizational side

of these failures, present in six of the ten incidents

and in a large share of the testimonies.

Four mechanisms fall directly within the scope of

its tools. Thefirst is evaluators’ judgment. TheGPT-4o

update and the evaluations wrapped up in one week

(T06) or in a few days (T17) show the same conflict be-

tween the professional judgment of those doing the

testing and the metrics or timelines that determine

the outcome. This is the impeded quality described

by Clot [49], which occupational health is able to doc-

ument objectively and open up for debate. The sec-

ond is oversight capacity.When staff struggle to keep

up with the volume of evaluation data, the last line
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Race between labs

speeds up the pace forces trade-offs

Intensity 21
sprints, short nights,
compressed evaluation deadlines

Value conflicts 31
safety or rigor sacrificed,
contested uses, futile work

36 h without sleep (T27),
reported burnout (T35)

Health 15
sleep, exhaustion,
fear, low morale

11 also coded for intensity

safety tests completed
in one week (T06), then
in a few days (T17)

employee speaks up

Stifled concerns

Autonomy 24
notably restricted speech

Social relations 26
notably ignored warnings, retaliation

dismissed: T05, T16, T37
left: T03, T13, T28

Insecurity 21
dismissal, threat of dismissal,
stalled career, team disbanded

20 of 39 witnesses left or leaving

impeded quality:
tests, results,
safeguards
(T07, T30, T37)

safety teams
disbanded (T02, T08)

Work quality affected 28
16 explicit, 12 suggested · 26 also coded for a value conflict, 15 for intensity
shortened tests, constrained or fudged research, safeguards judged inadequate

in 12 of the 28

Safety work itself 12
testing, evaluations, safeguards, alignment

Figure 7. Interpretive diagram of the two recurring sequences. Numbers are testimony counts out of 39 (coded E or S); arrows summarize sequences

recounted by the witnesses, illustrated by the identifiers in parentheses. This diagram is not a causal model. Fear or lowmorale also appears in accounts of

conflict or departure (T12, T13, T20, T39). The link between value conflicts and quality is partly built in, since impeded quality is part of value conflicts in

the Gollac report.
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Table 1. Documented safety and security incidents at OpenAI and Anthropic (2023–2026) and work-related factors mentioned in the sources.

Incident Date Type Work-related factor in the sources Occupational health

lever

OpenAI

Intrusion into the internal messaging

system [14]

Early 2023,

disclosed in 2024

Computer security A researcher says he was dismissed after

warning boardmembers about security

(T05); the company disputes the link

Independent, protected

channel for raising

concerns

Sycophantic GPT-4o update, rolled

back [15]

April 2025 Behavior of a deployed

model

Expert testers’ reservations set aside in favor

of positive metrics

Weight given to

evaluators’ professional

judgment

Intrusion at the vendor Mixpanel [16] November 2025 Vendor security None Weak

Unauthorized actions by agents under

evaluation: Hugging Face, Australian

public-sector websites, more than 100

organizations notified [17, 18, 20, 21]

May–July 2026 Loss of control during

evaluation

Production safeguards not extended

to internal evaluations, unmonitored

reasoning; volume of evaluation data

that staff sometimes struggle to keep up

with [19]; detection by the victim

Workload and staffing of

oversight teams

Intrusion by bug bounty program

researchers [22]

July 2026 Computer security Nonementioned (outdated library,

uncharacterized configuration error)

Weak

Anthropic

Espionage campaign conducted with

Claude Code [5]

September 2025 Misuse by a state actor None; detection by the company Weak

Leak of unpublished documents,

including the Mythos announcement [6]

March 2026 Information security “Human error” in configuration Analysis of human and

organizational factors

Leak of the Claude Code source code [23] March 2026 Information security “Human error” in the release; second

occurrence after February 2025

Same analysis; release

cadence

Reported unauthorized access to Mythos

Preview via a vendor’s environment [24]

April 2026 Vendor security None Weak

Model access to real systems of third-

party organizations during cybersecurity

evaluations conducted with a partner

(four incidents) [25, 26]

2026, disclosed in

July and September

Loss of control during

evaluation

“Misunderstanding” with the partner,

environment connected to the internet by

mistake; fourth incident initially missed by

an automated review, chosen because of the

volume and the wish to disclose quickly

Joint risk analysis with

partners; teams’ review

capacity

“None”: no work-related factor or human error mentioned in the sources consulted, which does not mean that none exists; an uncharacterized technical flaw is not coded.

of defense against a misalignedmodel becomes the-

oretical; in the Hugging Face incident, agents were

specifically trying to falsify their traces [18], and at

Anthropic one incident slipped past an automated

review that had been chosen to allow rapid disclo-

sure [26]. Staffing levels andworkload are classic con-

cerns of occupational health, and a review-workload

indicator could have flagged this weakness before

the incidents. The third is coordinationwith external

partners. The internet access that made Anthropic’s

evaluation incidents possible stemmed from amis-

understanding with its partner about the isolation of

the test environment [25]. When an external contrac-

tor carries out work on a host company’s premises,

French labor law requires a prior joint inspection, a

joint analysis of the risks arising from interference

between their activities and,where such risks exist, a

preventionplan adoptedbeforeworkbegins [65]; this

approach can be transposed to evaluations entrusted

to partners. The fourth is human error. A leak that

recurs in identical fashion thirteen months after the

first calls for an analysis of working conditions, re-

lease cadence and procedures, of the kind conducted

in approaches based on human and organizational

factors [45, 66].

These links remain plausible but unproven hy-

potheses: the sources do not describe the working

conditions of the teams involved at the time of the

events. They are nonetheless sufficient tomake these

conditions a legitimate matter for AI safety gover-

nance.

4.3 Working conditions as a safety variable

These findings are consistent with what safety sci-

ence has shown in other sectors. Schedule pressure

on safety evaluations is reminiscent of the normal-

ization of deviance described in the case of Chal-

lenger [40]; the Columbia Accident Investigation

Board again identified schedule pressure among the

organizational causes [67]. In health care, the links

between working conditions and patient safety have

been established [42–44]. The corpus cannot demon-

strate a link between working conditions and the

failure of a deployedmodel. It does show, however,

that employees themselves make this link: 16 testi-

monies explicitly state an impact on the quality of

their work, 9 of which concern safety work. The du-

rations reported, one week (T06) or a few days (T17),

are well below the twenty business days that the EU
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Codeof Practice, published in July 2025, deemsappro-

priate for most evaluations [37], even though these

testimonies predate it.

Safety work is particularly exposed, for four rea-

sons that the corpus illustrates. Its output is an ab-

sence of incidents, which has little visibility and is

hard to get credit for. It slows down launches, which

puts it in structural conflict with commercial objec-

tives (T02, T07). Its quality depends directly on the

time available (T06, T17). Finally, those who do it are

often the ones who raise concerns, and are therefore

the most exposed to retaliation (T05, T37). Quality

and safety functions in aviation or the nuclear indus-

try share the same configuration; these sectors have

built mechanisms to protect them.

4.4 What occupational health can contribute

AI safety frameworks mostly address the down-

stream stage: they protect employees who report a

risk once it has been identified [33, 35, 37, 61]. These

protections are necessary, but they come into play

when work quality has already been compromised.

The EU Code of Practice takes a first step upstream,

with its indicative time and staffing requirements for

evaluation teams [37]. Occupational health makes it

possible togo further andaddress the full set of condi-

tions that produce impeded quality: time, workload,

room for maneuver, recognition and the possibility

of debating what counts as a job well done [49]. It

contributes four elements.

A proven framework. The six dimensions of the

Gollac report, and standards suchas ISO45003 [68], of-

fer a common language for describing organizational

factors. The EU Code of Practice specifies seven in-

dicators of a “healthy risk culture,” including anony-

mous surveys of how comfortable staff feel about

reporting risks [37]; none of them addresses work-

load, time or the organization of work. Psychosocial

risk assessment and the measurement of team psy-

chological safety [69] can complement them.

An early signal. Impeded quality is both a health

risk factor and an early signal of failure. An evalua-

tor who considers the time allotted to an evaluation

insufficient (T17) is simultaneously signaling a psy-

chosocial risk and a risk to the safety of the model.

Occupationalhealth indicators can thus serveas lead-

ing safety indicators, just as precursor events do in

high-hazard industries [38].

Independent institutions. The occupational physi-

cian, who is independent, bound by confidentiality

and protected against dismissal, can hear about diffi-

culties that an employee would not raise with their

management and can send the employer written pro-

posals to which the employer must respond (section

1.5). The right to alert on public health matters [59]

partly overlaps with the demands made in 2024 by

the signatories of the “A Right to Warn” letter [70];

under French law, their request for an anonymous

channel to the board, regulators and an independent

body falls more within the scope of whistleblower

legislation [71].

The experience of high-reliability sectors. Avia-

tion limits crew flight and duty times, regardless of

their motivation [72], and has had a confidential in-

cident reporting system since 1976 [73]. The nuclear

sector regulates the fitness for duty and fatigue of

safetypersonnel [74]. Just culture seeks todistinguish

error, which calls for learning, fromunacceptable be-

havior [38, 75]. The human and organizational factors

approach to industrial safety already links working

conditions to the safety of facilities [66].

The corpus adds an issue specific to AI. The EU AI

Act provides for high-risk systems to be designed

so that the people assigned to oversee them can

remain aware of automation bias [61]. If the use of AI

erodes the skills needed for this oversight (T29, T31),

skill maintenance, a classic concern of occupational

health, becomes a condition of oversight itself.

4.5 Proposals

Table 2 translates these contributions into measures

applicable to frontier model developers and to the

authorities that regulate them. Most draw onmecha-

nisms already in place in other sectors and cost little

relative to the stakes.

Two objections can be anticipated. The first con-

cerns the status of the employees involved, who are

well paidandsometimesvolunteer for extremehours

(T25, T27). The factors described in the Gollac report

do not depend on pay, and self-chosen intensity is

still a source of fatigue and error: aviation limits duty

times without regard to pilots’ motivation. Moreover,

the collective valuing of overwork (T27) is itself a risk

factor. The second objection holds that these ques-

tions are a matter for corporate governance and reg-

ulators. Occupational health does not replace them:

it provides them with a measure of the actual con-

ditions of safety work and with protected access to

employees.

4.6 Rethinking emotional demands

The rarity of emotional demands is partly due to

the framework. This dimension, which centers on

dealing with the public, exposure to suffering and

fear atwork, poorly captures a fear of a different kind:

fear of major harm caused by what one produces,

expressed by several witnesses (T12, T33, T39) and

assigned here, by convention, to fear at work. This

burden, specific to AI safety occupations, would

warrant dedicated items in an adapted instrument.
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Table 2. Proposed roles for occupational health in ensuring the safe deployment of frontier models.

Finding Occupational health lever Proposed indicator Equivalent in other sectors

Safety evaluations compressed to

meet a launch date (T06, T17)

Protect time for safety work: make binding the EU

Code of Practice’s indicative duration of at least twenty

business days, scale it to the capability level and set

it before any launch date; document and justify any

compression

Actual evaluation duration relative

to planned duration

Crew duty time limitations

Evaluators’ reservations set aside

in favor of positive metrics (GPT-4o,

April 2025)

Treat evaluators’ qualitative reservations as blocking

until they have been examined; protect debate about

work quality

Number of reservations raised and

action taken on them

Authority for any operator to

stop production; just culture

Value conflicts and impeded quality

(31 testimonies)

Annual psychosocial risk assessment of critical functions

(evaluation, red teaming, alignment, model weight

security), reported in aggregate to the board and the

supervisory authority

Scores on each Gollac dimension;

team psychological safety

Single risk assessment

document (document

unique); nuclear safety

culture

Restricted speech, retaliation (T03,

T13, T15, T32)

Access to an independent occupational health

professional, bound by confidentiality, who can relay

anonymized collective concerns; prohibition of clauses

that restrict the reporting of risks

Number of internal concerns raised,

response time and nature of the

follow-up

Confidential reporting in

aviation; right to alert under

the French Labor Code

Volume of evaluation data that staff

struggle to keep up with (OpenAI

and Anthropic, 2026)

Size oversight teams according to evaluation volume

andmonitor their review workload

Proportion of evaluation traces

actually reviewed; time to detection

of anomalies

Staffing of monitoring teams

in control rooms

Misunderstanding with an external

partner about the evaluation

environment (Anthropic, 2026)

Joint risk analysis with each evaluation partner before

any campaign, modeled on the prevention plan

Proportion of outsourced

evaluations covered by a joint

analysis; discrepancies between the

planned and actual environment

Prevention plan when an

external contractor works on

site

Departures and disbanding of safety

teams (20 witnesses who have left or

are leaving; T02, T08)

Monitoring of safety team headcount and attrition; exit

interview conducted by an independent third party

Safety team attrition rate; ratio

of safety staff to staff working on

capabilities

Nurse staffing ratios

Intensification, sleep deprivation,

exhaustion (11 of the 15 testimonies

reporting health effects)

Fatigue prevention in critical functions, including during

launch sprints

Hours worked and on-call duty in

critical teams

Fatiguemanagement in the

nuclear industry; limits on

resident duty hours

Leaks attributed to “human

error” with no published analysis,

including one repeat occurrence

(Anthropic, 2026); working

conditions absent from safety

frameworks

Integrate human and organizational factors into safety

frameworks and into analyses of serious incidents

Proportion of incident analyses that

examine working conditions

Human and organizational

factors in industry; just

culture

T identifiers refer to Table A1.

4.7 Strengths and limitations

To our knowledge, this study is the first to apply the

Gollac framework to employees of the labs that de-

velop frontier models. The distinction between ex-

plicit and suggested links limits overinterpretation,

and each code is justified and traceable to its source

(Table A1).

The limitations are substantial. The corpus comes

from the press, which favors conflicts and depar-

tures: OpenAI is overrepresented, 20 of the 39 wit-

nesses have left or are leaving, and 30 of the 39 testi-

monies are critical. The results describe situations

of tension, not prevalence. Several testimonies are

anonymous, reported by third parties or disputed by

the employer, and one is the subject of a lawsuit (T37).

The link between value conflicts and impact on qual-

ity is partly built in, since impeded quality is part

of value conflicts in the Gollac report. Health effects

are reported, not measured. The impact families and

the sequences are post hoc constructions. The inci-

dent review is targeted and non-exhaustive; it relies

on company communications and the press, and the

absence of a work-related factor in the sources does

not mean that there was none in reality. Several in-

vestigations, including OpenAI’s investigation into

the actions of its agents, are ongoing. Finally, neither

the corpus nor the incidents permit causal inference

linking working conditions to model safety; this re-

lationship remains a hypothesis, supported by expe-

rience in other sectors.

4.8 Future directions

Two lines of work would extend this study: a survey

of AI lab employees using a validated questionnaire

based on the Gollac dimensions, supplemented with

items on fear of major harm and on time pressure in

evaluations; and a follow-up study relating the pro-

posed indicators (evaluation duration, attrition, con-

cerns raised) to incidents reported to the authorities.

Extending the study to the workers excluded here,

namely annotators and moderators, would complete

the picture.
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5. Conclusion

The safety of frontier AI models depends on people

whose testimonies describe degraded working con-

ditions where safety is decided: the time available

for evaluations, the ability to raise concerns, the sta-

bility of teams. The review of recent incidents shows

that occupational health would not have prevented

everything: it acts neither on external threats nor on

technical causes. It could, however, have acted on

the human side of several failures: the weight given

to evaluators’ judgment, the time allowed for evalua-

tions, the workload of oversight teams, coordination

with evaluation partners, the analysis of errors. The

French system, with its independent occupational

physicians and its psychosocial risk assessment, and

EU law, which already applies to models placed on

the EUmarket, provide the tools; what remains is to

integrate them into companies’ safety frameworks

and into US legislation. Deployingmodels safely also

requires protecting the work of those who test them,

align them and raise the alarm.
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Appendix

Table A1. The 39 testimonies, dimension by dimension. The summary (paraphrase), the excerpt in the original language, the justification for the coding

and the source of each testimony follow the table.

Explicit Suggested R Resource Impact on quality (E, S) Reported health effects

Testimony Organization Date Inten-

sity

Emo-

tional

Auto-

nomy

Social

relations

Values Insecu-

rity

Quality Health

T01 Shane Jones Microsoft Mar 6, 2024

T02 Jan Leike OpenAI May 17, 2024

T03 Daniel Kokotajlo OpenAI May 17, 2024

T04 “Right to Warn” letter (13

signatories)

OpenAI, Google

DeepMind

Jun 4, 2024

T05 Leopold Aschenbrenner OpenAI Jun 4, 2024

T06 Safety team (three anonymous

sources)

OpenAI Jul 12, 2024

T07 William Saunders OpenAI Sep 17, 2024

T08 Miles Brundage OpenAI Oct 23, 2024

T09 Kai Arulkumaran and a

researcher

Araya (and another lab) Jan 24, 2025

T10 Zihan Wang AI start-up Jan 24, 2025

T11 Gowthami Somepalli University of Maryland Jan 24, 2025

T12 Steven Adler OpenAI Jan 27, 2025

T13 Benjamin De Kraker xAI Feb 12, 2025

T14 Nando de Freitas and former

employees

Google DeepMind Mar 26, 2025

T15 Seven anonymous researchers Google DeepMind Apr 1, 2025

T16 Ibtihal Aboussad Microsoft Apr 7, 2025

T17 Eight safety evaluators OpenAI Apr 11, 2025

T18 About 300 employees

(unionization)

Google DeepMind Apr 26, 2025

T19 Anonymous internal sources Apple Jul 7, 2025

T20 Tijmen Blankevoort Meta Jul 10, 2025

T21 Calvin French-Owen OpenAI Jul 15, 2025 R R

T22 Madhavi Sewak Google DeepMind Oct 22, 2025

T23 Josh Batson Anthropic Oct 22, 2025 R

T24 Yuandong Tian Meta Oct 22, 2025

T25 Nathan Lambert Ai2 Oct 25, 2025

T26 Graham Neubig, Desmond Elliott CMU, University of

Copenhagen

Nov 27, 2025

T27 Parsa Tajik xAI Nov 28, 2025

T28 Tom Cunningham and four

sources

OpenAI Dec 2025

T29 Internal survey (132 employees) Anthropic Dec 2, 2025

T30 Yann LeCun Meta Jan 2, 2026

T31 Siddhant Khare Ona Feb 2026

T32 Anonymous former employees xAI Feb 2026

T33 Mrinank Sharma Anthropic Feb 9, 2026

T34 Zoë Hitzig OpenAI Feb 11, 2026

T35 Hieu Pham OpenAI Feb 26, 2026

T36 Caitlin Kalinowski OpenAI Mar 7, 2026

T37 Devin Kim xAI Jun 9, 2026

T38 Three anonymous employees Meta Jun 12, 2026

T39 Jacob Coxon Anthropic Sep 8, 2026

Summaries: paraphrases. Excerpts in the original language: fewer than 15 words. Codes: E explicit, S suggested, R resource.

Table A1 (continued). Details of the testimonies, in order of their identifiers.

T01 Shane Jones

Principal software engineering lead (6 years at the company) · Microsoft · Current

employee · Mar 6, 2024

While testing the Copilot Designer image generator in his spare

time, he finds that innocuous prompts produce violent or sexu-

alized images. He says that for three months he asked, without

a satisfactory response, for the tool to be withdrawn until safe-

guards were added; the legal department had him take down

a letter posted on LinkedIn. He presents himself as a whistle-

blower.

Coding Value conflicts (E): product presented as safe while seri-

ous flaws are known. Social relations (E): warnings ignored. Au-

tonomy (E): public expression constrained. Emotional demands

(S): exposure to violent and sexualized content during testing.
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Intensity (S): testing work done outside working hours.

Quality Product safeguards considered insufficient; internal

warnings not acted upon.

Source CNBC; Associated Press · https://www.clickondetroit.

com/business/2024/03/06/microsoft-engineer-sounds-alarm-on-

ai-image-generator-to-us-officials-and-companys-board/

Notes On-the-record, first-hand testimony.

T02 Jan Leike

Co-lead of the Superalignment team · OpenAI · Resignation · May 17, 2024

Attributes his resignation to a long-standing disagreement with

leadership over priorities, which had reached a “breaking point.”

According to him, safety culture and processes have come sec-

ond to products; his teamwas short of resources and sometimes

had to fight for computing power, which made this research in-

creasingly difficult. OpenAI confirms that, in recent weeks, it

began dissolving the Superalignment team and distributing its

members across other research groups.

Original “safety culture and processes have taken a backseat to

shiny products”

Coding Social relations (E): disagreement with leadership up

to the breaking point. Value conflicts (E): safety/product con-

flict and impeded quality (lack of computing power). Insecurity

(S): dissolution of the team begun in the same weeks (imposed

change).

Quality Alignment research hampered by a lack of computing

power and priority; safety relegated behind launches.

Source CNN (also Fortune, The Verge) · https://amp.cnn.com/

cnn/2024/05/17/tech/openai-exec-exits-safety-concerns

Notes On-the-record, first-hand testimony.

T03 Daniel Kokotajlo

Governance researcher (left in April 2024) · OpenAI · Resignation · May 17, 2024

Says he gradually lost confidence in leadership’s ability to han-

dle AGI responsibly, hence his resignation. Considering the non-

disparagement clause offered on his departure unethical, since

it would have prevented him from criticizing the company, he

refuses to sign it and forgoes a sum he estimates to be at least

85% of his family’s net worth: the exit documents made keeping

his vested equity conditional on that signature.

Original “I gradually lost trust in OpenAI leadership”

Coding Social relations (E): loss of trust in leadership, non-

disparagement clause (organizational justice). Value conflicts

(E): ethical disagreement over risk management. Insecurity (E):

vested equity threatened if he refused to stay silent. Autonomy

(S): professional expression restricted by contract.

Source Vox (reported by The Decoder) · https://the-decoder.

com/openais-ai-safety-teams-lost-at-least-seven-researchers-in-

recent-months/

Notes Ethical motive specified in his X thread of June 4, 2024.

OpenAI dropped these clauses shortly afterward (May 2024).

T04 “Right to Warn” letter (13 signatories)

Current and former researchers and engineers · OpenAI, Google DeepMind · Mixed

or collective · Jun 4, 2024

The signatories (OpenAI and Google DeepMind) believe that the

labs have strong financial incentives to avoid effective oversight

and that broad confidentiality agreements prevent them from

raising concerns except with the companies themselves; some

say they fear retaliation. They call for an anonymous report-

ing channel, a culture of open criticism and no sanctions. One

signatory, Jacob Hilton, credits OpenAI with changing its vested-

equity clauses but believes that employees may still fear other

forms of retaliation, such as dismissal or legal action.

Original “Some of us reasonably fear various forms of retalia-

tion”

Coding Autonomy (E): inability to raise concerns outside internal

channels (participation, expression). Social relations (E): fear

of retaliation, lack of a culture of criticism. Value conflicts (E):

serious risks considered insufficiently addressed. Insecurity (E):

fear of being dismissed or sued. Quality (S): indirect link with

risk oversight.

Quality Risk information not shared outside the company, which

weakens external oversight of safety practices.

Source Axios (also Ars Technica, TechRepublic) · https://www.

axios.com/2024/06/04/openai-whistleblowers-open-letter

Notes Current employees signed anonymously, in itself an indi-

cator of fear of retaliation. Excerpt taken from the text of the

letter. J. Hilton’s remarks: X thread of June 4, 2024 (picked up by

AP), not in the Axios article.

T05 Leopold Aschenbrenner

Researcher, Superalignment team (dismissed in April 2024) · OpenAI · Dismissal ·

Jun 4, 2024

Says he wrote a memo judging computer security seriously in-

adequate against the theft of model weights or key algorithmic

secrets by foreign actors, then shared it with board members

after an incident; he says he received a warning fromHR, was

questioned about his “loyalty” and that of the Superalignment

team, and was then dismissed, with the memo presented as a

major reason. OpenAI disputes this link.

Original “egregiously insufficient”

Coding Social relations (E): HR warning, questioning about loy-

alty, conflict with leadership. Value conflicts (E): security warn-

ing considered necessary but penalized. Insecurity (E): dis-

missal, loss of equity about to vest (according to the witness).

Autonomy (S): limited room to alert the board.

Quality Computer security of model weights and algorithmic se-

crets considered seriously inadequate.

Source Dwarkesh Podcast (reported by Business Insider) ·

https://businessinsider.nl/ex-openai-employee-speaks-out-

about-why-he-was-fired-i-ruffled-some-feathers/

Notes Witness’s account, disputed by the employer.

T06 Safety team (three anonymous sources)

Members of the safety and preparedness teams · OpenAI · Mixed or collective ·

Jul 12, 2024

According to three sources speaking anonymously for fear of re-

taliation, members of the safety team felt pressured to complete

a new catastrophic-risk testing protocol in one week to meet the

GPT-4o launch date set by leadership; the launch party was re-

portedly planned, with invitations sent, before testing had even

begun. OpenAI acknowledges that the launch was “stressful” for

its teams but denies cutting corners on safety; a member of the

team concerned admits the schedule was compressed, while

judging that week sufficient.

Original “They planned the launch after-party prior to knowing

if it was safe to launch”

Coding Intensity (E): imposed deadline, “stressful” launch ad-

mitted by the employer. Value conflicts (E): impeded quality of

safety testing. Social relations (S): hierarchical pressure and fear

of retaliation (the newspaper’s framing).

Quality Catastrophic-risk evaluation protocol carried out on a

compressed timeline.

Health Stress acknowledged by the employer.

Source TheWashington Post (picked up by the Sun Journal;

reported by The Decoder) · https://the-decoder.com/openai-

reportedly-squeezed-through-safety-testing-for-gpt-4-omni-in-

just-one-week/

Notes Anonymous sources; partial denial by the employer.
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T07 William Saunders

Former member of technical staff, Alignment then Superalignment teams (3 years)

· OpenAI · Former employee · Sep 17, 2024

States that internal security was not a priority, with vulnera-

bilities that, for long periods, would have allowed him or hun-

dreds of other engineers to bypass access controls and steal

the company’s most advanced systems, including GPT-4; that

the company regularly put deployment ahead of rigorous test-

ing; and that he resigned because he did not believe it would

make responsible decisions about AGI on its own. He argues for

whistleblower protection.

Coding Value conflicts (E): explicit conflict between deployment

and rigor. Quality (E): vulnerabilities and insufficient testing

described. Intensity (S): pace of deployment as a cause. Social

relations (S): loss of confidence in leadership’s decisions.

Quality Internal security (access to models) and testing rigor sub-

ordinated to deployment.

Source US Senate, Subcommittee on Privacy, Technology, and

the Law (reported by The Decoder) · https://www.judiciary.

senate.gov/committee-activity/hearings/oversight-of-ai-

insiders-perspectives

Notes Sworn testimony.

T08 Miles Brundage

Senior advisor, “AGI Readiness” (more than six years) · OpenAI · Resignation ·

Oct 23, 2024

Leaves to pursue independent research on AI policy: without

disputing the principle of publication review within a company,

he judges that the constraints on what he could publish had be-

come too great. His “AGI Readiness” team is disbanded and its

members reassigned. He believes that no frontier AI lab is ready

for AGI, and neither is the world.

Original “for me the constraints have become too much”

Coding Autonomy (E): publication constraints cited as a reason

for leaving. Value conflicts (S): the researcher’s independence

versus the company’s interests. Insecurity (S): his team dis-

banded. Quality (S): limited dissemination of work.

Quality Public policy research held back by publication restric-

tions.

Source Substack post (reported by Fortune, Maginative) ·

https://milesbrundage.substack.com/p/why-im-leaving-openai-

and-what-im

Notes Measured tone; remains positive about the com-

pany. Excerpt taken from his post. Press coverage: https:

//www.maginative.com/article/senior-openai-policy-leader-

miles-brundage-departs-the-company-after-six-years/

T09 Kai Arulkumaran and a researcher

Research lead (Araya); researcher (affiliation not specified) · Araya (and another

lab) · Current employee · Jan 24, 2025

More than six researchers interviewed say the pace of the sector

weighs on their mental health. K. Arulkumaran cites competi-

tion and very short deadlines, as well as a shift from personal

research agendas to delivering solutions for products, whereas

industry had held out the prospect of academic-style research.

Another researcher notes, with dismay and distress, that apart

from a few labs that have chosen openness, open collaboration

and researchdiscussions areno longer thenorm in industry, hav-

ing given way to commercialization, closed code and execution,

with nothing flowing back to the scientific community.

Coding Intensity (E): competition and deadlines. Autonomy (E):

loss of control over the research agenda. Social relations (E):

isolation, decline of open collaboration. Value conflicts (E): com-

mercialization versus open science.

Quality Reduced contribution to the scientific community (closed

research).

Health Harm to mental health reported by the researchers inter-

viewed.

Source TechCrunch (K.Wiggers) · https://techcrunch.com/2025/

01/24/the-ai-industrys-pace-has-researchers-stressed/

Notes Some sources anonymous for fear of retaliation.

T10 Zihan Wang

Robotics engineer (AI start-up) · AI start-up · Current employee · Jan 24, 2025

According to the researchers interviewed, the speed of the sector

exposes their work to the risk of being outdated before it is even

delivered; Z. Wang observes that this leads many to doubt the

value of theirwork: if someone is very likely tomove faster,what

meaning can one give to one’s own work?

Original “what is the meaning of what I’m doing?”

Coding Valueconflicts (E): senseofuselesswork (a sub-dimension

of the Gollac report). Intensity (S): speed of the sector. Insecurity

(S): rapid obsolescence of the work produced.

Source TechCrunch (K.Wiggers) · https://techcrunch.com/2025/

01/24/the-ai-industrys-pace-has-researchers-stressed/

T11 Gowthami Somepalli

AI PhD student (University of Maryland) · University of Maryland · Current em-

ployee · Jan 24, 2025

Scientific output is so fast that it is becoming hard to tell hype

fromreal advances,whileAI companies increasingly favor candi-

dateswith “extremely relevant” experience. Caught in a “publish

or perish” logic, she stopped taking vacations after the first two

years of her PhD, feeling guilty about being away before she had

published; she suffered from impostor syndrome andnearly quit

at the end of her first year. She regrets that no one talks about

their difficulties and that everyone puts on a good face.

Coding Intensity (E): pace of publication, novacations. Emotional

demands (E): obligation to “put on a good face” (hiding one’s emo-

tions). Social relations (E): isolation, comparison between peers.

Insecurity (E): uncertain employability.

Quality Difficulty distinguishing meaningful work from hype.

Health Impostor syndrome, near-abandonment of her PhD, for-

going vacations.

Source TechCrunch (K.Wiggers) · https://techcrunch.com/2025/

01/24/the-ai-industrys-pace-has-researchers-stressed/

Notes Doctoral student population, outside industry.

T12 Steven Adler

Lead for safety research and programs (4 years; left in November 2024) · OpenAI ·

Resignation · Jan 27, 2025

Says he is very frightened by the pace of AI development, to

the point of wondering, when he thinks about starting a family

or saving for retirement, whether humanity will make it that

far. He describes a race in which every lab speeds up for fear

of falling behind, even though none has solved the alignment

problem.

Original “pretty terrified by the pace of AI development”

Coding Emotional demands (E): explicit fear, coded as fear of

major harm caused by the systems being developed (coding

convention). Value conflicts (E): competitive race versus safety.

Intensity (S): pace imposed on thewhole sector. Quality (S): align-

ment unsolved.

Quality Alignment work considered insufficient given the pace

of development.

Health Intense fear expressed.

Source Fortune (also The Guardian) · https://www.fortune.com/

2025/01/28/openai-researcher-steven-adler-quit-ai-labs-taking-

risky-gamble-humanity-agi
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T13 Benjamin De Kraker

Engineer, Human Data team (6 months) · xAI · Resignation · Feb 12, 2025

Ordered, under threat of dismissal, to delete a post in which he

ranked the upcoming Grok 3 behind OpenAI models for coding,

he chooses to resign instead: he regards the post as a harmless

personal opinion and points out that the existence of Grok 3 had

already been publicly announced. He says this decision makes

him very sad.

Original “I either had to delete the post quoted below, or face

being fired”

Coding Autonomy (E): personal expression forbidden. Social re-

lations (E): ultimatum frommanagement. Insecurity (E): threat

of dismissal. Value conflicts (S): refusal on principle to retract.

Health Sadness expressed.

Source Windows Central (also Cointelegraph) · https://www.

windowscentral.com/software-apps/elon-musk-its-weird-that-

an-xai-engineer-was-forced-to-resign-referenced-grok-3

T14 Nando de Freitas and former employees

Researchers, notably on Gemini · Google DeepMind · Mixed or collective ·

Mar 26, 2025

In the United Kingdom, non-compete clauses require some re-

searchers, notably those working on Gemini, to spend six to

twelve months on paid leave during which they cannot join a

competitor. N. de Freitas says he receives messages every week

fromdesperate employees seeking to free themselves from these

clauses. One former employee points out that a year’s wait is an

eternity in AI; another reports knowing colleagues who have

considered moving to California to escape them.

Original “Who wants to sign you for starting in a year?”

Coding Insecurity (E): career path blocked. Autonomy (E): mobil-

ity hindered. Social relations (S): power imbalance considered

abusive by a former director.

Health Distress (“desperation”) reported by a third party.

Source Business Insider (reported by TechRepublic) · https:

//www.techrepublic.com/article/news-deepmind-noncompete-

clauses-ai-talent-wars/

Notes Indirect testimony (third party) and anonymous sources;

Google says it uses these clauses only selectively. X post ofMarch

26, 2025; Business Insider article in early April 2025. Excerpt: a

former employee.

T15 Seven anonymous researchers

Researchers · Google DeepMind · Mixed or collective · Apr 1, 2025

The researchers describe a tightening of publication policy since

the merger with Google Brain: a six-month embargo on work

deemed strategic in generative AI, multiple approvals; one cur-

rent employee cites the blocking of a study showing Gemini to

be less capable or less safe than GPT-4. Being unable to publish

is described as fatal to a research career; some have left for this

reason; one former employee believes the company now puts

product ahead of research in the public interest.

Original “I cannot imagine us putting out the transformer papers

for general use now”

Coding Autonomy (E): embargo and approvals imposed. Insecu-

rity (E): career jeopardized. Value conflicts (E): product versus

public-interest research; unfavorable study blocked (according

to one employee). Social relations (S): researchers’ recognition

(publications) weakened. Quality (E): publication of safety re-

sults prevented.

Quality Scientific dissemination delayed or blocked, including

comparative safety results.

Source Financial Times (reported by ITdaily, Ars Technica)

· https://itdaily.com/news/innovation/google-deepmind-

research-behind-closed-doors

Notes Anonymous sources; the employer acknowledges a policy

change. Excerpt (a current researcher): FT, picked up by Ars

Technica, https://tech.slashdot.org/story/25/04/01/1648250

T16 Ibtihal Aboussad

Software engineer, AI division (Canada) · Microsoft · Dismissal · Apr 7, 2025

Interrupts the speech by the head of Microsoft AI at the com-

pany’s 50th anniversary celebration (April 4) to denounce the

Israeli military’s use of the company’s AI tools, then writes to

executives that she did not join the company to write code that

violates human rights. She is dismissed for misconduct; another

engineer who protested the same day, and who had announced

her resignation, sees it made effective immediately.

Original “I did not sign up to write code that violates human

rights”

Coding Value conflicts (E): explicit ethical conflict over the pur-

pose of her work. Insecurity (E): dismissal. Social relations (E):

open conflict with leadership. Autonomy (S): channels for ex-

pression considered insufficient by the employee.

Source CNBC (reported by NBC News) · https://www.nbcnews.

com/tech/tech-news/microsoft-terminates-jobs-engineers-

protested-use-ai-products-israels-rcna200130

Notes The employer attributes the dismissal to the form of the

protest. Politically sensitive subject: the employee’s position is

reported without taking sides.

T17 Eight safety evaluators

Model safety evaluators · OpenAI · Mixed or collective · Apr 11, 2025

The people interviewed report that the time allotted to safety

evaluations has shrunk from several months (six months for

GPT-4) to a few days, sometimes less than a week for o3; some

evaluations were reportedly run on versions earlier than the

one released. One tester believes safety was tested more care-

fully when the technology mattered less. OpenAI defends its

approach.

Original “We hadmore thorough safety testing when [the tech-

nology] was less important”

Coding Intensity (E): evaluation timelines cut from several

months to a few days. Value conflicts (E): impeded quality, criti-

cal judgment from the testers themselves. Autonomy (S): scope

and resources of testing set without the evaluators. Quality (E):

direct link with the quality of testing.

Quality Safety evaluations shortened and conducted on interme-

diate versions.

Source Financial Times · https://www.ft.com/content/8253b66e-

ade7-4d1f-993b-2d0779c7e7d8

Notes Anonymous sources; employer’s response published. Ap-

proximate date (mid-April 2025).

T18 About 300 employees (unionization)

Engineers and researchers · Google DeepMind · Current employee · Apr 26, 2025

In 2025, about 300 London-based employees seek to join the CWU

union after Google dropped its commitment not to develop AI

for weapons, and in response to defense contracts linked to Is-

rael. In May 2026, they request recognition of CWU and Unite

(98% of CWUmembers in favor), call for that commitment to be

reinstated and consider “research strikes”; one employee says

he refuses to let their models contribute to what he considers

violations of international law.

Coding Value conflicts (E): explicit refusal of certainmilitary uses.

Autonomy (E): demand for representation and participation in

decisions (“participation, representation” sub-dimension). So-

cial relations (E): open collective conflict with leadership.

Source Financial Times, Reuters (2025); The Verge, Computer

Weekly (2026) · https://computerweekly.com/news/366642677/

Google-AI-workers-vote-to-unionise-over-IDF-and-US-military-

tech
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Notes 2025 article: https://computing.co.uk/news/2025/

deepmind-staff-move-to-unionise . The 2026 request covers at

least 1,000 employees. Politically sensitive subject: employees’

positions reported without taking sides.

T19 Anonymous internal sources

Foundationmodels team (about 100 people) · Apple · Mixed or collective ·

Jul 7, 2025

The new leadership’s deliberations over using OpenAI or An-

thropicmodels for Siri reportedly hurt themorale of the team in

charge of foundationmodels,which loses its head toMeta,whose

offers far exceed Apple’s pay; several engineers are considering

leaving, and other researchers join Meta in the following weeks.

According to 36Kr (July 23), the models also regularly had to be

scaled down to run on Apple hardware.

Coding Insecurity (E): future of the team’s work called into ques-

tion by leadership. Social relations (S): recognition and pay con-

sidered lower. Value conflicts (S): quality impeded by product

constraints.

Quality Models constrained by hardware limitations (according

to 36Kr).

Health Lowered morale (team).

Source Bloomberg (M. Gurman), reported by Fortune ·

https://fortune.com/2025/07/07/apple-top-ai-executive-meta-

hiring-spree-superintelligence-team-pay-package

Notes Anonymous sources; technical detail from 36Kr (via KrA-

SIA), less well established.

T20 Tijmen Blankevoort

Researcher, Llama team · Meta · Resignation · Jul 10, 2025

Describes a “culture of fear” fueled by performance reviews and

waves of layoffs: in his account, many are driven by fear of being

laid off rather than by themission, hence an “everyone for them-

selves” attitude, project hoarding and stolen work. According

to the published excerpts, he says he has not yet met anyone

at Meta-GenAI who truly enjoys it there and points to a lack of

vision; this climate is said to undermine creativity andmorale

in a unit of about 2,000 people.

Original “This attitude runs through the company like a

metastatic cancer.”

Coding Insecurity (E): fear of dismissal. Social relations (E): inter-

nal competition, stolenwork, lack of cooperation.Value conflicts

(S): mission supplanted by fear (meaning of work). Autonomy

(S): lack of vision and direction. Quality (E): explicit effect on

creativity.

Quality Creativity and cooperationhamperedby fear and internal

competition.

Health Lowered morale (collective).

Source The Information (reported by The Rundown AI) ·

https://www.theinformation.com/articles/meta-ai-researcher-

warns-metastatic-cancer-afflicting-company-culture

Notes Internal text not intended for publication; excerpt quoted

by The Information (picked up by J. Bersin). On July 13, 2025,

the author disputed the media framing: a constructive essay,

provocative phrases taken out of context, a favorable recep-

tion from leadership, a departure decided before the essay

(https://blankevoort.substack.com/p/metas-ai-culture).

T21 Calvin French-Owen

Engineer, Codex launch (May 2024 to June 2025) · OpenAI · Resignation ·

Jul 15, 2025

Describes the seven-week sprint to launch Codex as probably

the hardest period of work he had experienced in nearly ten

years: an early return from paternity leave, evenings until 11

p.m. ormidnight, woken by his newborn at 5:30 a.m., most week-

ends worked, and a night until 4 a.m. before the launch. He

also highlights strong autonomy (a “bottoms-up” culture, re-

searchers treated as “mini-executives”), a remarkable team, rein-

forcements obtained overnight, visible and engaged leadership,

great secrecy, and growth from 1,000 to 3,000 employees in one

year in which “everything breaks”: duplicated code, continuous

integration often down. He regrets that most safety work is not

published.

Original “probably the hardest I’ve worked in nearly a decade”

Coding Intensity (E): working hours, weekends, early return from

paternity leave. Autonomy (R): strong autonomy described as

a resource. Social relations (R): quality of the team, rapid rein-

forcements, engaged leadership. Insecurity (S): very rapid or-

ganizational change. Quality (E): explicit link between growth

and technical debt.

Quality Technical debt explicitly attributed to hypergrowth (not

to working hours); little safety work published.

Health Sleep debt suggested; childcare largely shifted onto those

close to him.

Source Personal blog (picked up by Entrepreneur, TechCrunch) ·

https://calv.info/openai-reflections

Notes Positive testimony; a departure “without drama,” accord-

ing to the author.

T22 Madhavi Sewak

Researcher (title: distinguished researcher) · Google DeepMind · Current employee

· Oct 22, 2025

Describes an environment in which everyone works all the time,

with extreme intensity and no natural stopping point, in a race

against time; she observes that no one takes vacations or sees

friends or loved ones. The WSJ reports 80- to 100-hour weeks

among researchers and executives at the major labs.

Coding Intensity (E): working hours and intensity of work, life

outside work sacrificed.

Source TheWall Street Journal (B. Olson, M. Bobrowsky), Oc-

tober 22, 2025 · https://www.wsj.com/tech/ai/ai-race-tech-

workers-schedule-1ea9a116

Notes Paywalled article, inaccessible from the verification tool:

statements verified through secondary coverage (VnEconomy,

Exame, Axios). The article stresses that the intensity is often

presented as a choice.

T23 Josh Batson

Researcher · Anthropic · Current employee · Oct 22, 2025

No longer has time for social media; his enjoyment now comes

from exchanges on the internal Slack where his colleagues dis-

cuss experiments. He compares the current intensity to his work

during the COVID-19 pandemic and says they are trying to com-

press twenty years of scientific progress into two. His remarks

illustrate the article, according to which researchers and execu-

tives at the major labs often work 80 to 100 hours a week.

Original “speedrun 20 years of scientific progress in two years”

Coding Intensity (E): intensity described (no time left for social

media, comparison with a public health crisis). Social relations

(R): stimulating work group described as a resource.

Source TheWall Street Journal (B. Olson, M. Bobrowsky), Oc-

tober 22, 2025 · https://www.wsj.com/tech/ai/ai-race-tech-

workers-schedule-1ea9a116
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Notes Paywalled article, inaccessible from the verification tool:

statements verified through secondary coverage (Credyfi, Ex-

ame,VnEconomy).Overcommitmentpresentedas chosen: coded

as exposure even in the absence of any complaint.

T24 Yuandong Tian

Research director, FAIR · Meta · Dismissal · Oct 22, 2025

Laid off along with several members of his team when about

600 AI positions were eliminated. He explains that his team had

been pulled off its long-term projects to urgently fix Llama 4’s

problems before its release, then laid off a fewmonths later, even

though, according to him, those responsible for these problems

were not the ones let go. He later links the internal conflicts to

the scarcity of computing power.

Original “responsible for the issues are not the people who got

laid off”

Coding Insecurity (E): dismissal. Social relations (E): organiza-

tional injustice, conflicts over resources. Autonomy (E): imposed

reassignment away from core research. Intensity (S): emergency

intervention before a release. Value conflicts (S): work rendered

futile.

Quality Fundamental research interrupted for a rescue mission.

Source South China Morning Post · https://www.scmp.com/tech/

big-tech/article/3330197/chinese-ai-star-slams-meta-after-lay-

offs-hit-hundreds-research-unit

Notes Remarks on computing power: later interview reported

by the SCMP on November 13, 2025, https://www.scmp.com/

tech/big-tech/article/3332532/meta-platforms-ai-lay-offs-

triggered-battle-resources-ex-research-scientist-says

T25 Nathan Lambert

Senior research scientist, Allen Institute for AI (Ai2) · Ai2 · Current employee ·

Oct 25, 2025

Writes that overwork in AI is partly posturing but very real,

and that he himself is affected, as are his friends, under pres-

sure to stay in the race while the window to matter is closing;

his role has shifted from researcher to “tech lead” responsible

for anticipating bottlenecks. On a podcast, he describes Ope-

nAI and Anthropic as operating at a pace close to “996,” often

self-imposed.

Original “I’m affected. My friends are affected.”

Coding Intensity (E): intensity experienced and observed. Inse-

curity (S): fear of falling behind (“closing window”). Autonomy

(S): role shift.

Health Exhaustion mentioned for himself and his peers.

Source Interconnects; Lex Fridman Podcast (reported by Busi-

ness Insider, February 2026) · https://www.interconnects.ai/p/

burning-out

Notes Personal essay (newsletter); podcast remarks reported by

Business Insider (February 2026): https://tech.yahoo.com/ai/

articles/former-openai-xai-staffer-says-091220561.html

T26 GrahamNeubig, Desmond Elliott

Researchers, authors and reviewers · CMU, University of Copenhagen · Current

employee · Nov 27, 2025

Authors receive verbose, off-topic or erroneous reviews and sus-

pect theywere generatedbyAI; one analysis estimates that about

21% of the roughly 75,800 ICLR 2026 reviews were entirely AI-

generated. Reviewers had to evaluate five papers in two weeks,

against a backdrop of exploding submissions (NeurIPS: 9,467 in

2020, 21,575 in 2025).

Coding Intensity (E): reviewing workload and deadlines. Quality

(E): erroneous reviews observed by the authors. Social relations

(S): eroded trust between peers. Value conflicts (S): scientific

integrity at stake.

Quality Degraded quality of peer review (generated reviews, er-

rors).

Source Nature (reported by Plagiarism Today) · https://www.

plagiarismtoday.com/2025/12/04/ai-conference-overrun-with-ai-

peer-review/

Notes Composite row (testimonies + audit data). NeurIPS figures:

The Decoder, January 2026.

T27 Parsa Tajik

Employee (role not specified) · xAI · Current employee · Nov 28, 2025

Says he left the office after about 36 hours of work without sleep,

exhaustedbut galvanizedandgrateful tohis team.His colleagues

congratulate him; one jokes about work-life balance, “recom-

mended for competitors,” and Elon Musk reacts with a laughing

emoji. He adds that he has been working long days for years,

which, according to him, enabled him to get out of severe hard-

ship in 2020 and join xAI.

Original “Although I was dead, I was also super energized.”

Coding Intensity (E): extreme working hours. Social relations (S):

collective norm that values overwork (recognition from peers

and leadership).

Health Sleep deprivation (about 36 hours without sleep).

Source Business Insider (via AOL) · https://www.aol.com/

articles/xai-employees-celebrate-colleague-said-161643316.html

Notes Positive testimony, useful for analyzing occupational

norms. Post on the evening of November 27 (Pacific time); Busi-

ness Insider article in early December 2025.

T28 Tom Cunningham and four sources

Economist, economic research team (left in September 2025) · OpenAI · Resigna-

tion · Dec 2025

According toWired, he leaves the company after concluding that

it had become difficult to publish high-quality research there; in

his departure message, he describes a growing tension between

rigorous analysis and serving as an advocacy vehicle for the

company. Four sources mention a reluctance to publish findings

on the negative economic effects of AI; at least one other team

member has left. OpenAI denies this and says it has expanded

the program.

Original “de facto advocacy arm”

Coding Autonomy (E): publication constrained. Value conflicts

(E): conflict between scientific rigor and advocacy (impeded

quality). Social relations (S): disagreement with the direction

set by management. Quality (E): explicit difficulty in publishing

high-quality research.

Quality Integrity and publication of economic research compro-

mised.

Source Wired (reported by eWeek) · https://www.eweek.com/de/

news/openai-researcher-leaves-december-2025/

Notes Internal message reported by sources; excerpt reported in

indirect speech byWired. Denial by the employer.

T29 Internal survey (132 employees)

Engineers and researchers · Anthropic · Current employee · Dec 2, 2025

Self-reported productivity sharply up, mainly through a higher

volume of output. Several employees worry about the atrophy

of their skills, which the authors link to a “paradox of supervi-

sion” (supervising AI requires the very skills that are eroding);

somemiss the enjoyment of the craft; AI becomes the first point

of contact, with fewer exchanges and less mentoring between

colleagues; career uncertainty is widespread; some spendmore

time debugging generated code.

Original “coming to work every day to put myself out of a job”

Coding Autonomy (E): development and use of skills called into

question. Social relations (E): less collaboration andmentoring.

Insecurity (E): career uncertainty, fear of automating one’s own

job. Intensity (S): increased output, verification workload. Value

conflicts (S): loss of meaning in the work for some. Quality (E):

explicit link between skills and supervision.

AI & Occupational Health · iasantetravail.com 21 / 24

https://www.scmp.com/tech/big-tech/article/3330197/chinese-ai-star-slams-meta-after-lay-offs-hit-hundreds-research-unit
https://www.scmp.com/tech/big-tech/article/3330197/chinese-ai-star-slams-meta-after-lay-offs-hit-hundreds-research-unit
https://www.scmp.com/tech/big-tech/article/3330197/chinese-ai-star-slams-meta-after-lay-offs-hit-hundreds-research-unit
https://www.scmp.com/tech/big-tech/article/3332532/meta-platforms-ai-lay-offs-triggered-battle-resources-ex-research-scientist-says
https://www.scmp.com/tech/big-tech/article/3332532/meta-platforms-ai-lay-offs-triggered-battle-resources-ex-research-scientist-says
https://www.scmp.com/tech/big-tech/article/3332532/meta-platforms-ai-lay-offs-triggered-battle-resources-ex-research-scientist-says
https://www.interconnects.ai/p/burning-out
https://www.interconnects.ai/p/burning-out
https://tech.yahoo.com/ai/articles/former-openai-xai-staffer-says-091220561.html
https://tech.yahoo.com/ai/articles/former-openai-xai-staffer-says-091220561.html
https://www.plagiarismtoday.com/2025/12/04/ai-conference-overrun-with-ai-peer-review/
https://www.plagiarismtoday.com/2025/12/04/ai-conference-overrun-with-ai-peer-review/
https://www.plagiarismtoday.com/2025/12/04/ai-conference-overrun-with-ai-peer-review/
https://www.aol.com/articles/xai-employees-celebrate-colleague-said-161643316.html
https://www.aol.com/articles/xai-employees-celebrate-colleague-said-161643316.html
https://www.eweek.com/de/news/openai-researcher-leaves-december-2025/
https://www.eweek.com/de/news/openai-researcher-leaves-december-2025/


C. Broutin · Occupational health as a condition for frontier AI safety Preprint · not peer reviewed

Quality Ability to supervise and check code (and AI) threatened

by skill erosion; more debugging of generated code.

Source Anthropic (study); Business Insider · https://www.

anthropic.com/research/how-ai-is-transforming-work-at-

anthropic

Notes Study published by the employer, non-anonymous re-

sponses: social desirability biases acknowledged by the authors.

T30 Yann LeCun

Chief AI scientist (outgoing) · Meta · Resignation · Jan 2, 2026

Acknowledges that the Llama 4 results were “fudged a little bit,”

with different versions of the model used for different bench-

marks, amid strong pressure to speed up; according to him,Mark

Zuckerberg then lost confidence in the entire team involved and

sidelined the generative AI organization. He describes a break-

down in communication, rejects the idea of dictating to a re-

searcher what to do, considers the new head of AI inexperienced

and predicts further departures.

Original “results were fudged a little bit”

Coding Value conflicts (E): impeded quality and damage to the

integrity of results. Social relations (E): loss of leadership’s trust,

hierarchical conflict. Autonomy (E): researcher autonomy as-

serted against the new hierarchy. Intensity (S): pressure to speed

up. Insecurity (S): teams sidelined, departures predicted.

Quality Integrity of published evaluations (benchmarks) compro-

mised under pressure.

Source Financial Times (Lunch with the FT, M. Heikkilä), re-

ported by Fast Company · https://www.ft.com/content/e3c4c2f6-

4ea7-4adf-b945-e58495f836c2

Notes Witness in a leadership position, on his way out; says he

was barely involved in the latest Llamamodels.

T31 Siddhant Khare

Software engineer, infrastructure tools for AI agents (Ona) · Ona · Current em-

ployee · Feb 2026

More productive than ever thanks to AI, he nonetheless says he

is more exhausted: he juggles several tasks in parallel, his job is

shifting from design to review, expectations rise as soon as he

delivers faster, he chases every new tool and feels his ability to

reasonwithout AI eroding; he has had to impose rules on himself

to limit his use of it.

Original “We used to call it an engineer, now it is like a reviewer”

Coding Intensity (E): multitasking, rising productivity expecta-

tions. Autonomy (E): job content transformed, eroding skills.

Social relations (S): management’s expectations. Value conflicts

(S): loss of the pleasure of designing.

Quality “From scratch” reasoning eroding; dependence on AI first

drafts.

Health Fatigue, exhaustion.

Source Business Insider (via AOL) · https://www.aol.com/news/

ai-fatigue-real-nobody-talks-095901110.html

Notes An engineer who designs AI tools and uses them: intensifi-

cation by AI itself.

T32 Anonymous former employees

Engineers (departure of at least 11 engineers and 2 co-founders) · xAI · Former

employee · Feb 2026

Former employees describe disillusionment with Grok’s turn

toward adult content and with the abandonment of safety work

(safety being described as a “dead” organization), against the

backdrop of the scandal over nonconsensual sexualized images

generated with Grok. One former employee sums it up: you

survive there by keeping quiet and carrying out the leader’s

decisions; others mention feeling stuck playing catch-up with

competitors. Elon Musk responds that safety is everyone’s job.

Original “You survive by shutting up and doing what Elon

wants.”

Coding Value conflicts (E): ethical disagreement over product di-

rection and safety. Autonomy (E): obligation to keep quiet and

comply. Social relations (E): authoritarian management. Insecu-

rity (S): reorganization and departures presented as necessary.

Quality (E): safety nonexistent according to the witnesses.

Quality Product safety described as abandoned.

Source The Verge (reported by The Decoder, Futurism) · https:

//the-decoder.com/xais-founder-exodus-reportedly-tied-to-

safety-concerns-and-frustration-over-groks-failure-to-catch-up/

Notes Anonymous sources. E. Musk’s response reported by

eWeek.

T33 Mrinank Sharma

Head of the Safeguards Research team · Anthropic · Resignation · Feb 9, 2026

Leaves the company sayinghehas accomplishedwhathewanted

to (work onmodel sycophancy, defenses against bioterrorism).

He writes that the world is in peril from interconnected crises

and says he has repeatedly seen how hard it is to let one’s values

guide action, including within an organization under constant

pressure to set aside what matters most. He does not accuse

the company of any specific wrongdoing and is leaving to study

poetry.

Original “how hard it is to truly let our values govern our ac-

tions”

Coding Value conflicts (E): tension between values and organi-

zational pressures explicitly named. Emotional demands (S):

existential worry (“peril”) with no direct link to work described.

Quality (S): pressures mentioned without detail.

Quality Pressures to “set aside what matters most” mentioned

without detail.

Source eWeek (also BBC, Business Today) · https://www.eweek.

com/news/ai-safety-leader-resigns-anthropic-global-risks/

Notes Deliberately vague letter. Excerpt taken from the letter.

T34 Zoë Hitzig

Researcher (economist), 2 years: model design, pricing and safety rules · OpenAI ·

Resignation · Feb 11, 2026

Resigns on the day advertising tests begin in ChatGPT.Without

considering advertising immoral in itself, she writes that the

company seems to have stopped asking the questions she had

joined to help answer. She thinks the first version of the ads

will probably respect the stated principles, but fears that the

economic incentives of advertising, combined with engagement

optimization already under way, will then push the company to

circumvent its own rules toward users.

Coding Value conflicts (E): explicit ethical conflict (advertising

incentives versus users’ interests). Autonomy (S): her research

field is no longer supported by the organization (meaning of

work). Quality (S): expected effect on product design.

Quality Fear that design choices (sycophancy, engagement) will

deteriorate under the advertising model.

Source The NewYork Times · https://www.nytimes.com/2026/02/

11/opinion/openai-ads-chatgpt.html

T35 Hieu Pham

Member of technical staff (xAI 2024-2025, OpenAI 2025-2026) · OpenAI · Resigna-

tion · Feb 26, 2026

Announces he is leaving OpenAI after about seven months to re-

cover fromburnout: he describes the deterioration of hismental

health as real, painful, frightening and dangerous, while saying

he is proud of thework accomplished; he is returning toVietnam

with his family. Business Insider attributes this burnout to the

pace of frontier AI labs; a Google Research researcher publicly

praises his honesty andhighlights the enormous cost of constant

pressure to perform.

Original “I cannot believe I would say this one day, but I am

burnt out”
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Coding Intensity (S): the link with the pace of work is made by

the outlet and by a peer, not detailed by the witness. No other

factor described.

Health Self-reported burnout, deterioration of mental health.

Source Business Insider (via Yahoo Tech) · https://tech.yahoo.

com/ai/articles/former-openai-xai-staffer-says-091220561.html

Notes Testimony focused on the health effect more than on the

factors. Reaction fromR.Dabre (Google Research): Storyboard18,

February 27, 2026.

T36 Caitlin Kalinowski

Head of robotics and consumer hardware · OpenAI · Resignation · Mar 7, 2026

Resigns after the agreement allowing the models to be deployed

on the Pentagon’s classified networks: in her view, surveillance

of Americans without judicial oversight and lethal autonomy

without human authorization deserved more deliberation. She

criticizes a rushed announcement, without defined safeguards,

and presents her decision as a matter of principle and gover-

nance, not of people.

Original “This was about principle, not people”

Coding Value conflicts (E): explicit ethical conflict (surveillance,

autonomous weapons). Autonomy (S): insufficient deliberation

on a decision affecting her area (participation). Quality (S): qual-

ity of the governance of the deployment rather than of her own

work.

Quality Deployment framework considered rushed, without de-

fined safeguards.

Source AFP (reported by The News), Reuters, Bloomberg ·

https://www.thenews.pk/story/1403435-openai-senior-robotics-

exec-resigns-over-pentagon-deal

Notes Expressed respect for leadership and the team.

T37 Devin Kim

Engineer, then head of post-training research tooling (2024-2025) · xAI · Dismissal ·

Jun 9, 2026

Claims he was dismissed in September 2025, just before a sched-

uledpresentation to leadership on safety, after repeatedly calling

for more testing, evaluations and safeguards for Grok (misinfor-

mation, bias, dangerous content). The lawsuit, filed against xAI

and SpaceX, implicates his direct supervisor, co-founder Jimmy

Ba, who allegedly rejected these measures and dismissed him to

silence his warnings.

Coding Social relations (E): alleged retaliation by his direct line

management. Value conflicts (E): safety not prioritized. Insecu-

rity (E): dismissal. Autonomy (S): warnings stifled. Quality (E):

insufficient testing described.

Quality Testing and safeguards for Grok considered insufficient.

Source Reuters, TechCrunch (reported by Decrypt) · https:

//decrypt.co/370825/whistleblower-sues-elon-musk-xai-fired-

raising-grok-safety-concerns

Notes Allegations in pending proceedings, not adjudicated.

T38 Three anonymous employees

Engineers and product managers in the Applied AI unit (about 6,500 people) ·

Meta · Current employee · Jun 12, 2026

Engineers assigned without a choice (join the unit or leave) to

producing puzzles and coding problems for training models de-

scribe widespread discontent; one of themmentions repetitive

weekly tasks, little interaction and the loss of any sense of pur-

pose. Spans of control reached 50 employees per manager. The

layoff of 8,000 people addedwork and stress;more than 1,600 em-

ployees are petitioning against the recording of their clicks and

keystrokes to produce training data. Leadership acknowledges a

“brutal” climate andmistakes.

Original “It’s literally the gulag”

Coding Autonomy (E): imposed assignment, repetitive tasks,

keystroke monitoring. Value conflicts (E): work experienced as

meaningless. Social relations (E): isolation, diluted supervision,

anger at leadership. Insecurity (E): forced transfer, mass layoffs.

Intensity (E): overload after job cuts.

Quality Linkmentioned, not established, between increased re-

liance on AI and reliability incidents (engineers quoted by G.

Orosz).

Health Morale “at its lowest,” stress.

Source Wired (reported by TechCrunch) · https://www.wired.

com/story/mark-zuckerberg-meta-employee-meeting-interrupt-

ai/

Notes The engineers concerned produce data for AI more than

they design it: a borderline case within the scope.

T39 Jacob Coxon

Pre-training researcher (3 years: OpenAI then Anthropic), age 27 · Anthropic ·

Resignation · Sep 8, 2026

Believes that neither of the two labs where he worked is acting

responsibly in the race toward a superintelligence capable of

improving itself: in his view, at OpenAI many have not deeply

internalized the civilizational stakes; at Anthropic they are un-

derstood, but the company remains caught up in the race. He

says colleagues now talk about “crunchtime” and “endgame,”

asks researchers whether they want to launch reinforcement

learning training of a superintelligent AI without rigorously un-

derstanding its “mind,” and is leaving, according to the press,

twomonths before his shares vest.

Original “racing straight to self-improving superintelligence and

gambling with our lives”

Coding Value conflicts (E): central ethical conflict. Emotional

demands (E): explicit fear of major harm (coding convention).

Intensity (S): “crunch” vocabulary reported among colleagues.

Quality (E): insufficient scientific rigor described.

Quality Training runs launched without scientific understanding

deemed sufficient; safety work made insufficient by the race.

Health Fear expressed.

Source X thread (reported by Outlook Business); interview with

theWSJ; Axios · https://www.outlookbusiness.com/news/ai-

firms-gambling-with-our-lives-anthropic-researcher-quits-

citing-irresponsible-ai-use

Notes Recent testimony, widely reported; an Anthropic align-

ment research lead publicly shared his concerns.
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Table A2. Decisions andmemos from executives, collected as background information and not included in the corpus (n = 11).

Date Organization Actor Content (paraphrase)

Apr 23, 2024 Google Prabhakar Raghavan (executive) Cites as an example the Gemini team, which went from 100 to 120 hours a week to fix

a flaw in the model.

Feb 27, 2025 Google Sergey Brin (co-founder) To the Gemini teams: office presence recommended every working day, 60 hours

a week presented as the productivity optimum (beyond that, risk of exhaustion),

criticism of those who do the bare minimum; justified by the race to AGI.

Jun 28, 2025 OpenAI Mark Chen (chief research officer) and

leadership

One-week shutdown to allow recovery after months at about 80 hours a week; the

memo compares the departures to Meta to a break-in and announces a review of

compensation.

Jul 2025 Cognition (Windsurf

acquisition)

Scott Wu (CEO) After the acquisition: 30 layoffs, then, for about 200 employees, a choice between 80

hours or more over six days and a paid exit (nine months’ salary); an openly stated

rejection of work-life balance.

Aug 1, 2025 AI start-ups (Rilla,

Mercor, Greptile,

etc.)

Founders; job postings Job postings requiring about 70 hours a week or six non-negotiable days; spread of

the “996” model; some founders reserve it for executives.

Oct 22, 2025 Meta Alexandr Wang (chief AI officer) Elimination of about 600 positions (FAIR, product AI, infrastructure) to reduce the

number of “conversations” needed for a decision andmake each personmore

“load-bearing.”

Dec 1, 2025 OpenAI Sam Altman (CEO) All-out mobilization on ChatGPT in the face of competition: temporary reassignments,

daily check-ins, other projects postponed.

Dec 27, 2025 OpenAI Sam Altman (CEO) The chief executive himself presents the head of preparedness role as stressful,

requiring immediate immersion.

Feb 2026 US technology

company (about 200

employees)

Researchers at Berkeley Haas Voluntary use of generative AI tools speeds up the pace, broadens the scope of tasks

and lengthens the workday, often at employees’ own initiative; risk of cognitive

fatigue and exhaustion.

May 20, 2026 Meta Leadership Elimination of about 8,000 positions (10%); a program recording US employees’

clicks and keystrokes to train models, challenged by a petition frommore than 1,600

employees.

Aug 1, 2026 DeepSeek Liang Wenfeng (founder) Self-proclaimed counter-model: no overtime or performance metrics, half of working

time unstructured, teams with little hierarchy.
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